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Figure 1: Design sketch of the proposed visualization concept. (a) The administrator can configure the degree-of-interest (DoI) that deter-
mines how critical the status of a component currently is. (b) The ThermalPlot shows the current as well as predicted positions of components
in the DoI space. (c) Ranked list of predicted performance bottleneck events. (d) Selected time span with past and future. (e) Ranked list of
possible countermeasures for avoiding the predicted event. (f) Detail view visualizing the past and predicted items’ performance using peak
bars (collapsed state) and streamgraphs (expanded state).

ABSTRACT

The workload of a cloud infrastructure is continuously changing.
Administrators need to find the balance between quality of service
and cost efficiency. Proactively avoiding performance bottlenecks
is a challenging endeavor due to the number and heterogeneity of
the network components, the relationships among them, and the
associated attributes. While pattern detection and simulation meth-
ods can be used to predict the performance of the network, efficient
tools for exploring and evaluating those predictions are missing. In
this poster we present first results of a design study for visually
evaluating cloud infrastructure performance predictions. We com-
bine established visualization techniques for exploring large item
collections with custom techniques for investigating predicted time-
series data, allowing the administrator to effectively monitor, eval-
uate, and optimize cloud infrastructure.
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1 INTRODUCTION

Cloud infrastructure is the backbone of our digital world and con-
sists of a large number of heterogeneous components, including
servers, virtual machines, and services. Administrating such in-
frastructure is challenging due to two contradicting goals: (1) the
infrastructure must be highly available and responsive and (2) it
should operate as efficient as possible in terms of costs and energy
consumption. Finding a trade-off between these conflicting goals
requires effective tools for monitoring and optimizing such infras-
tructures. Potential performance bottlenecks are usually addressed
only after they occur. However, in order to increase the reliability
and efficiency of cloud infrastructures, the goal is to prevent future
bottlenecks before they happen.

In this work we present a visualization concept that enables ad-
ministrators to browse recorded historical data, monitor live perfor-
mance data, and explore predicted performance data. The ultimate
goal of our visualization concept is to let administrators visually in-
vestigate predicted performance bottlenecks (events) and compare
alternative recommendations for preventing these potential prob-
lems.

2 RELATED WORK

The increasing availability of real-time multi-attribute datasets has
triggered recent research in prediction-based modeling and visual-



ization. Cloud monitoring tools have been surveyed by Fatema et
al. [1]. In alignment with their proposed taxonomy, our work fo-
cuses on the two cloud operational areas: capacity planning and
fault management. Commercial solutions, such as IBM SmartCloud
Monitoring1, HPE Cloud Optimizer2, or Idera Uptime Infrastruc-
ture Monitor3 separate the monitoring views from the views that
are designed to optimize particular machines. In contrast to existing
tools, our concept combines capabilities to monitor live data with
the means to evaluate predicted performance data as well as possi-
ble ways to address potential bottlenecks and critical states into a
single view.

3 VISUALIZATION CONCEPT

Our visualization concept is targeted at administrators who should
be able to monitor cloud infrastructures and optimize them by vi-
sually evaluating a list of predicted events and recommendations.
Figure 1 shows a design sketch that combines our earlier work on
CloudGazer [4], ThermalPlot [3], and LineUp [2] with a new pre-
diction view that is tailored to the specific domain problem. The
concept consists of a series of linked views that are described in the
following.

ThermalPlot View The ThermalPlot visualization provides an
overview of the cloud infrastructure by positioning the components
in a space that maps the criticality of components to the x-axis and
the positive and negative change of the criticality to the y-axis (see
Fig. 1(b) and [3]). Consequently, the higher the DoI value, the more
critical a component is, and the further on the right it will appear
in the ThermalPlot space. How critical the status of a component
is, is calculated by a configurable DoI function (see Fig. 1(a)) that
is computed as a weighted sum of multiple performance attributes,
such as CPU load, RAM usage, and the number of currently opened
connections. Which performance attributes are taken into account
by the DoI computation depends on the use case. Additionally, we
show two vertical threshold lines that discretize the criticality of
components into two states: ’warning’ and ’critical’. The adminis-
trator can freely configure the thresholds of the states by changing
the vertical position of the lines via drag and drop.

Predicted Events Ranking In the lower part of the visualiza-
tion we show an interactive ranking containing a list of predicted
critical events (see Fig. 1(c) and [2]). Events are the result of a
prediction model that uses the historical and live data collection
to discover potential bottlenecks. Each event consists of a cloud in-
frastructure component and a specific attribute that is expected to be
critical, together with the estimated time span until the event occurs
(the shorter the closer), the certainty of the prediction (the longer
the more likely), and a value that quantifies the impact the event
has on the perspective or infrastructure (the longer the bigger). An
example for an event would be a rapid increase in the number of
connections that a component must handle, which also results in a
higher CPU load. Selected events are visualized in the ThermalPlot
space with the predicted position and a funnel that encodes the cer-
tainty (see Fig. 1(b)).

Timeline The timeline (see Fig. 1(d)) shows the selected time
range (e.g., 10 hours into the past and 6 hours into the future) for the
DoI computation (past to live) and prediction (future). Adjusting
the selected time range triggers a re-computation of all DoI values
and events.

Recommendations Ranking Selecting an event from the
event ranking (see Fig. 1(c)) brings up a separate ranking with rec-
ommendations that are supposed to prevent the event from happen-
ing (see Fig. 1(e)). Each recommendation consists of a description

1https://www.ibm.com/
2https://www.hpe.com/
3https://www.idera.com/

for the action and a multi bar chart representing the predicted du-
ration that is needed to apply this recommendation (the shorter the
faster), the cost estimation (e.g., bandwidth; the longer the more
expensive), and an effectiveness estimation to reduce the event’s
impact (the longer the more effective). Recommendations are also
shown (with their respective color coding) in the ThermalPlot space
(see Fig. 1(b)) and in the detail view.

Detail View The detail view (see Fig. 1(f)) shows a selected
component from the ThermalPlot or the event ranking view, to-
gether with all recommendations to potentially solve the issue.
Each item can be represented as peak bar (collapsed state) or as
a detailed streamgraph (expanded state). The peak bar visualizes
DoI values that are above a certain threshold in the corresponding
threshold color. The predicted performance changes that are ex-
pected for the different recommendations are also visualized using
peak bars. When expanding the representation, we reveal the more
detailed DoI streamgraph that visualizes the full time-series data
within the selected time span. Available data in the past is visual-
ized as a stacked DoI streamgraph that represents how much each
attribute contributes to the aggregated DoI value over time. For
predicted future performance values we show the predicted maxi-
mum, expected, and minimum DoI value. This encoding helps the
administrator to judge how uncertain predictions are and what the
predicted worst, average, and best case is.

4 DISCUSSION

The stacked DoI streamgraph in the detail view visualizes the
contribution of multiple attributes over time. In our concept, we
only show the aggregated uncertainty for the overall combined DoI
value. However, streamgraph representations cannot encode the in-
dividual uncertainty for each attribute. As a next step, we plan to
evaluate different visual encodings that address this limitation.

Furthermore, our current concept does not visualize relationships
between components in the infrastructure. However, this knowl-
edge can be critical for the administrator to better judge side-effect
that might be introduced by recommended infrastructure changes.
In future work we will explore ways of how to include this topolog-
ical information into our concept.

5 CONCLUSION

In this poster we presented a concept to visualize predicted data for
cloud infrastructures. In our visualization concept administrators
can investigate predicted events based on historical data and also
evaluate different proposed changes to prevent these events from
happening. As a next step, we will gather feedback from domain
experts to further improve our concept.
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